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Abstract The rapid advances in speech processing and machine learning technologies have 

attracted language testers’ strong interest in developing automated speaking assessment in which 

candidate responses are scored by computer algorithms rather than trained human examiners.  

Despite its increasing popularity, automatic evaluation of spoken language is still shrouded in 

mystery and technical jargon, often resembling an opaque "black box" that transforms candidate 

speech to scores in a matter of minutes. Our chapter explicitly problematizes this lack of 

transparency around test score interpretation and use and asks the following questions: What do 

automatically derived scores actually mean? What are the speaking constructs underlying them? 

What are some common problems encountered in automated assessment of speaking? And how 

can test users evaluate the suitability of automated speaking assessment for their proposed test 

uses? In addressing these questions, the purpose of our chapter is to explore the benefits, 

problems, and caveats associated with automated speaking assessment touching on key 

theoretical discussions on construct representation and score interpretation as well as practical 

issues such as the infrastructure necessary for capturing high quality audio and the difficulties 

associated with acquiring training data. We hope to promote assessment literacy by providing the 

necessary guidance for users to critically engage with automated speaking assessment, pose the 

right questions to test developers, and ultimately make informed decisions regarding the fitness 

for purpose of automated assessment solutions for their specific learning and assessment 

contexts. 

 

25.1    Introduction: Purpose and Testing Context  

 

The assessment of L2 speaking has traditionally involved face-to-face proficiency interviews 

which are both delivered and scored by trained examiners (e.g., the IELTS Speaking test) or 

semi-direct speaking tests which are tape or computer-mediated but scored by humans (e.g., the 

TOEFL iBT® speaking test). Rapid advances in speech processing and machine learning 

technologies, however, are transforming how speaking is tested. In speaking tests that deploy 

automated speech evaluation (ASE) technologies, e.g., the Versant test and TOEFL Go!®, human 

examiners are removed from the assessment context, as delivery of prompts and scoring of 

responses are done by computer algorithms (Bernstein et al. 2010). Such tests may not fully 

capture the complexities of co-constructed interaction, but nevertheless provide several 
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advantages over traditional speaking assessment, such as practicality in terms of delivery and 

scoring, quick turnaround of results, and reduced influence of human-related bias and thus 

increased scoring consistency. Further, ASE has the potential for generating automated 

individualized feedback for learning, which is a defining feature of the next generation of 

language assessment tools (Xu 2015). As such, automated speaking tests serve as an attractive 

alternative to more traditional speaking tests for test developers and users alike.  

Given the prevalence of ASE technologies in speaking assessment, the purpose of this 

chapter is to critically engage with ASE and discuss key issues regarding its use. 

 

25.2    Testing Problem Encountered 

 

Despite its increasing popularity and continuous evolution, ASE is still shrouded in mystery and 

technical jargon, often resembling an opaque “black box” that transforms candidate speech to 

scores, without disclosing much about its internal workings or the issues surrounding the scores 

it generates. Such limited transparency presents a concern in the language testing community 

where transparency is seen as integral to professional standards. It also hinders informed 

decision-making in various contexts, as test users may have limited understanding of ASE and 

the meaning of scores generated by such systems. 

While not offering a solution to this problem in this chapter – given the array of 

technological offerings from various test providers and the transient and continuously-evolving 

nature of such technologies – we believe that a constructive step forward in addressing aspects of 

the problem lies in enhanced understanding and closer engagement with key issues vis-à-vis 

ASE.  

 

25.3   Solution/resolution of the Problem 

 

In this section, we will attempt to address the limited transparency around test score 

interpretation and use in ASE by focusing on how ASE scores are derived and by discussing 

ASE’s main issues and challenges. 

 

25.3.1 Automated Speech Evaluation: How Does It Work?  

 

The core technology used in ASE is an auto-marker that scores the audio of human speech 

nearly instantaneously. Once a candidate finishes recording speech on a user interface, the audio 

files are sent to the auto-marker via an Application Programming Interface (API), i.e. a set of 

data transfer protocols between the two programs. On finishing scoring, the auto-marker pushes 

the results back to the user interface via the API. A measure commonly used to indicate the auto-

marker time efficiency is the “real time factor” or RTF. An RTF value of one is comparable to 

the speed of human scoring. It indicates that the computer processing time is equal to the length 

of an audio file, or, in other words, an automated score is generated as soon as the speech ends. 

The RTF of the Speak & Improve auto-marker, for example, is 0.84, suggesting that it is slightly 

faster than a human marker (Cambridge Assessment English 2016).  

A speech auto-marker consists of three major components (Wang et al. 2018): a speech 

recognizer, a feature extraction module, and a scoring model/grader (see Figure 26.1 for the 

architecture of a speech auto-marker). 

 

nahal
Sticky Note
Revise to 25.1

nahal
Highlight



Opening the Black Box  3 

 

 

 

 

 

 
Fig. 25.1 The architecture of a speech auto-marker  

 

The speech recognizer conducts automatic speech-to-text transcription, identifying words 

and phrases in the spoken language and converting them into text. The two main components of 

the speech recognizer are the Acoustic Model that maps sounds to phonemes/words, and the 

Language Model that estimates the probability of a hypothesized word sequence based on 

training corpora (Yu & Deng 2016). Lieberman, Faaborg, Daher and Espinosa (2005, p. 1) 

illustrate the functioning of the Acoustic Model with two possible outputs as the best recognition 

results for a string of speech: “wreck a nice beach you sing calm incense” or “recognize speech 

using common sense.” Based on prior knowledge gained from the corpora, the recognizer will 

select the latter output as the most probable sequence. The Acoustic Model must be trained on a 

set of accurately transcribed spoken data. The training process involves pairing the audio speech 

with the transcriptions of that speech, so that the model learns the association between sounds 

and their orthographic representations (Yu & Deng, 2016). The performance of a speech 

recognizer is usually measured by word error rate (WER) or the rate of misrecognition in the 

machine transcription compared to a gold-standard human transcription. 

The feature extraction module contains a set of programs that can automatically extract 

construct-relevant features from both the audio signal and the transcription generated by the 

speech recognizer. The features extracted directly from the audio signal – known as acoustic 

features – are used as proxies for aspects of fluency and pronunciation and have nothing to do 

with the content of speech. Typical fluency proxies include features related to rate of speech and 

pauses/hesitations, such as average duration of speech chunks, articulation rate, and pauses per 

utterance; typical pronunciation proxies include confidence in mapping audio to text, percentage 

of phonemes not superfluously added, and pitch range. The features extracted from the 

transcribed speech – known as language features – tap into constructs such as grammar, 

vocabulary use, coherence, and content relevance. Grammatical analysis is conducted by a parser 

 

nahal
Highlight
Remove comma



Opening the Black Box  4 

 

 

 

which identifies the part of speech of each word and the syntactic structures. Based on this 

analysis, grammatical accuracy and complexity are estimated. Vocabulary features mainly focus 

on lexical diversity and complexity. For example, lexical diversity is measured by normalized 

frequency of unique unigrams (single words), bigrams (two-word sequences), and trigrams 

(three-word sequences). Lexical complexity is measured by the distribution of words at various 

frequency levels according to reference corpora. Coherence and content relevance features apply 

Latent Semantic Analysis, which estimates the semantic relationship or distance between words, 

sentences, and passages. Coherence thus is measured by the semantic relationships among 

words/phrases/sentences in the speech and content relevance is measured by the semantic 

distance between the test prompt and response (Van Moere & Downey 2016).  

Finally, the scoring model (also known as grader) applies the automated features 

mentioned above to generate test scores. Different scoring models have been used to predict 

human scores, such as multiple regression (Xi, Higgins, Zechner, & Williamson 2012), 

classification tree (Xi et al. 2012), and non-linear models (Van Moere & Downey 2016). The 

development of these models usually requires large amounts of training data – thousands of L2 

spoken responses with associated gold-standard human scores.  

 

25.4     Issues and Challenges 

 

Despite swift advancements in ASE technologies, challenges remain in the reliable and valid 

assessment of L2 spoken performance. Here we focus on several key ASE issues. 

 

25.4.1 Performance of the Speech Recognizer  

 

As mentioned earlier, speech recognition is the first and arguably the most important step for 

ASE. Speech recognition errors may reduce the accuracy of the linguistic analysis module in an 

ASE system, leading to inaccurate automated scores and feedback (Knill et al. 2018). The 

training of a speech recognizer relies on a large amount of human-annotated spoken data (Wang 

et al. 2018). There is, however, limited availability of large L2 spoken corpora that cover 

different L1s and proficiency levels for training purposes. A speech recognizer’s transcription 

accuracy tends to vary across accents and oral proficiency levels, and usually performs better on 

proficient speakers or accents that are well represented in the training data. That variability – the 

so-called training data effect – can result in high WER. Chen et al. (2018), for example, report a 

WER range of 28.5% to 38.5% for the latest version of SpeechRaterSM – an automated speech 

system for the scoring of nonnative spontaneous speech. Slightly better figures are reported by 

Wang et al. (2018) for their state-of-the-art speech recognizer, with WER between 20% and 30% 

on free L2 English speech and between 10% and 20% on read-aloud tasks. In addition to training 

data, factors such as audio quality (e.g., background noise, a quiet speaking voice, or breathing 

on the microphone) may further reduce the accuracy of the speech recognizer (Yu & Deng, 

2016).   

 

25.4.2 Task Types and Scoring Features 

 

The most commonly used task types in ASE systems are constrained task types such as read 

aloud and sentence repetition. Their use is closely related to the functioning of the speech 

recognizer, since predictable speech can be recognized and scored with greater accuracy 
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compared to spontaneous unpredictable speech (Xi et al. 2012). In such task types, the ASE 

system knows what to expect in the learner output and therefore the speech recognizer can be 

trained to have high accuracy even with heavily accented speech. The use of these task types – 

also known as elicited imitations tasks – however, has been subject to much debate in terms of 

construct representation, authenticity, and face validity (see Galaczi 2010 for a more thorough 

discussion). Here we focus on the issue of construct representation.   

Drawing on psycholinguistic theories of language processing that posit an important role 

for automaticity and speed of processing in second language acquisition (SLA), Van Moere 

(2012) advocates the use of elicited imitation tasks as an indication of whether core linguistic 

skills, which are the “building block of any conversation,” have been mastered (Bernstein et al. 

2010, p. 359). While these task types may be useful in determining “a minimum basic level of 

competence in core proficiency” (Van Moere 2012, p. 340), they have nevertheless been 

criticized for their narrow construct representation. Consider a speaking test in which a learner 

reads aloud 10 decontextualized sentences and listens to and repeats another 10 sentences. While 

the speed and accuracy of performing these tasks can give an indication of the extent to which 

some underlying cognitive processes are automatized, the tasks, in themselves, do not require the 

learner to think of ideas nor to draw on L2 lexical resources and syntactic knowledge to translate 

those ideas into speech for any extended length of time (Field 2011). In other words, the 

cognitive processing demands on the learner are limited. Moreover, the scoring features 

underlying such tasks are predominantly related to sub-features of fluency and pronunciation. As 

such, the speaking construct underlying such tasks is narrow and limited.  

More recently, advancements in speech recognition and deep neural networking 

technologies have paved the way for broadening of the speaking construct through the use of 

free-speech tasks. ASE systems can now go beyond constrained tasks to elicit spontaneous 

speech which can be assessed for additional features related to L2 speaking ability, such as 

vocabulary use, grammatical complexity, and topical coherence, as explained in Section 3.1. 

Scoring systems have therefore improved their capacity to “use rich information, as human raters 

do” (Chen et al. 2018, p. 24). Challenges nevertheless persist. 

While automated assessment solutions can detect hundreds of features in speech, it is 

important for scoring algorithms to incorporate those that are shown to be valid, fine-grained 

measures of the construct of interest – based on empirical research – and not solely those easiest 

to extract automatically. For example, measures of speech rate and pausing are widely used in 

ASE, and yet several studies in SLA have emphasized the importance of the location of pauses 

rather than their frequency in influencing perceptions of fluency (de Jong 2018). Isaacs (2018) 

also challenges the over-reliance of automated systems on pronunciation accuracy and the extent 

to which L2 speakers’ utterances match native-speaker norms and instead argues for the focus on 

pronunciation errors to be based on their role in comprehension.    

Another challenge is the limited capacity of current technologies to capture high-level 

features of speech, e.g., content appropriateness, topic development, and discourse organization. 

In addition to such features, which cannot be easily measured, there are aspects of speaking 

which are currently not elicited at all in automated tests, e.g., interactional speech features.  

In face-to-face speaking tests, tasks are dialogic and involve interaction between two or 

more interlocutors. Automated speaking tests, on the other hand, predominantly include 

monologic tasks which do not require a given learner to co-construct interaction with another 

interlocutor, respond to the interaction as it evolves, negotiate meaning, take turns, and adapt 

their speech to the context. This results in a narrowed language construct underlying these tests 
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which also has SLA implications: both face-to-face and automated test formats require a 

candidate to produce output; but only one can elicit interaction, which has been shown to be 

essential for the development of language competence (Gass & Mackey 2014).  

In face-to-face speaking tests, examiners are trained to manage interaction and adapt 

questions based on candidates’ performance. In contrast, ASE systems are generally linear tests 

and not adaptive. That is, candidates are tested with a preassembled set of questions selected 

from a wider item pool rather than questions geared towards their proficiency levels. 

Automated systems also do not have the functionality to simulate interaction and co-

construct conversations, for example by giving backchannel feedback (e.g., ”yeah”), confirming 

comprehension (e.g., “Exactly!”), or asking follow-up questions, which are features shown to be 

part of the construct of interaction (Galaczi & Taylor, 2018). These limitations have contributed 

to the ongoing debates on construct representation and the validity of automated speaking 

assessment for various testing purposes (e.g., Galaczi 2010; Xi 2010; Xu 2015). While research 

in spoken dialogue systems has great potential in addressing these gaps in the future (see Litman, 

Strik, & Lim 2018), challenges remain. 

 

25.4.3 Test Impact 

 

Test impact refers to the effects or consequences of tests on teaching and learning as well as 

educational systems and the broader society. Some concerns have been raised about the potential 

negative impact of ASE, which we now turn to.   

As mentioned in section 3.2.2, ASE systems rely heavily on constrained and monologic 

task types. A possible negative impact is therefore an excessive preoccupation with monologic 

speech in classrooms at the expense of interactive tasks and co-constructed dialogues. The use of 

such task types is also seen as a threat to the perceived authenticity of automated tests. In a study 

focusing on candidate attitudes towards the Versant automated English test (Fan, 2014), 

respondents showed a stronger preference for more open-ended tasks such as story retelling 

compared to read aloud and sentence repetition tasks. Qualitative respondent feedback suggested 

that the latter were seen as lacking authenticity, with one participant commenting that “in real 

life we are never required to use language that way” (Fan 2014, p. 14). 

Another critical issue is the increased likelihood of candidates displaying abnormal test 

behaviors in an attempt to cheat automated systems. That is, if the scoring algorithms “fail to 

assign credit to qualities of a response that are relevant to the construct that the test is intended to 

measure” (Chapelle & Douglas 2006, p. 41), candidates may choose to ignore such qualities in 

their language production. In a survey conducted by Xi, Schmidgall and Wang (2016) on TOEFL 

Practice Online users in China, results showed that 20.6% of respondents consciously changed 

their speaking behaviors when knowing this low-stakes speaking practice test was scored by a 

computer; specifically, they tried to pronounce words very carefully, kept on speaking even 

when they made little sense, spoke as quickly as they could, and paid less attention to logic and 

content, two aspects they felt the automated system was not good at scoring. Further, when asked 

about a hypothetical scenario in which only ASE is used to score a high-stakes speaking test, 

57.3% indicated they would be likely to apply strategies to fool the computer. It is unfortunate 

that ASE developers seldom choose to publish research on malpractice – likely due to an effort 

to conceal the weaknesses of scoring algorithms – despite it being a critical piece of validity 

evidence for the trustworthiness of automated scores (Xi 2010; Xu 2015). Bernstein et al. (2010), 

for example, acknowledged the lack of research on ASE’s robustness against “off-construct 

nahal
Highlight
Use open quotation marks

nahal
Sticky Note
Remove comma

nahal
Highlight

nahal
Highlight
Update section: 25.4.2

nahal
Highlight
Remove comma

nahal
Highlight
Please add comma after Schmidgall



Opening the Black Box  7 

 

 

 

coaching” (p. 374) and warned against using “automated scores alone” (p. 372) for high-stakes 

decision-making. 

 

25.5      Insights Gained 

 

As discussed so far, ASE tests offer many possibilities and yet are not without limitations. These 

limitations often mean that, in comparison to more communicatively-oriented face-to-face 

speaking tests, the construct underlying ASE does not necessarily capture the many complexities 

of spoken performance and interaction and includes automatically extracted features which do 

not fully cover the different criteria used by human raters. Other issues to consider are the 

potential negative impact of ASE systems on language tasks used in classrooms and the threat of 

cheating. An important insight from these discussions is that despite its many advantages, 

automated assessment should not be used as the sole basis for high-stakes decision making, as 

this is a complex issue which should be informed by a range of considerations. Another key 

insight is the need for increased assessment literacy so that test users can become better informed 

of the various debates surrounding ASE. To facilitate this, Table 25.1 is a compilation of a list of 

key questions for ASE users to consider.  

 
Table 25.1 Key Questions for ASE Users 

Key question Why is this important? 

What data has the ASE system 
been trained on? 

The breadth of speech recogniser training data, especially in terms of L1s and proficiency levels, 
determines how accurately it performs with learners of different backgrounds/language levels. 

How is the ASE test 
administered in practice? 

The accuracy of ASE scores relies on appropriate test administration such as minimal background 
noise, correct microphone setup, high internet speed, and clear test instructions. 

What tasks are used in the test? An ASE test should include a range of tasks types which go beyond highly controlled tasks (e.g., 
reading aloud, sentence repetition) to unrestricted tasks (e.g., free monologue speech), and 
potentially tasks which simulate dialogue.   

What scoring features are 
extracted to inform a score? 

A range of speech features that contribute to successful communication should be captured in an 
ASE test. They should extend beyond pronunciation and fluency features to grammatical and lexical 
features and ideally those related to organisation of speech, relevance of content, and topic 
development. 

What is the potential for 
cheating on the test? 

The range of ASE features extracted indirectly predicts the potential for cheating.  If content 
relevance and topic development, for example, are included in the extracted features, then the 
potential for malpractice is reduced. 

What is the impact of the test on 
language learning? 

A test should have positive impact on learning.  The broader the range of tasks and extracted 
features and the more representative of the target language use domain, the higher the potential for 
positive impact. 

Is there a good fit between the 
purpose and stakes of the test 
and the ASE system used? 

No test is valid in itself.  It is valid for a specific purpose. The questions here therefore need to be 
considered in their own right and also in the context of the test purpose.  For example, is there a 
good match between a low-stakes practice test and the ASE system used?  Or between a high-
stakes university entry test and the underlying ASE? 

 

25.6    Conclusion: Implications for Test Users 

 

The need for transparency about the facets contributing to a test’s validity is a fundamental 

principle in language assessment, and in this chapter, we have aimed to contribute to the 

transparency of ASE tests. An important implication from our discussions is that the same test 

result – often reported as a Common European Framework of Reference for Languages (CEFR) 
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level – on an automated speaking test and a face-to-face speaking test can have very different 

meanings in terms of what is actually assessed on the test. The ultimate implication for test users 

is that a deeper understanding of ASE and its challenges can help them become informed users 

who can critically engage with such systems, pose the right questions to test developers, and 

better understand the meaning of ASE scores.  Such critical awareness will support them in 

selecting tests that are right for their needs and their context and are fit for purpose.  
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